Make every contact count
for you and your customers
Effectively manage every contact you make by optimizing
your strategy

An Experian Perspective

Executive summary
The development of digital-marketing channels has given organizations
an unprecedented opportunity for high-frequency customer communication
strategies. Direct-marketing teams are creating more campaigns with
personalized offers, and they expect larger contact volumes as digital
contact details are collected for an ever-increasing number of consumers.

Organizations need to understand how frequently their
customers want to hear from them and enforce rules to
manage contact frequency.
This tension between the positive and negative consequences of highfrequency digital direct marketing creates an optimization problem.
There’s a tradeoff to be balanced to ensure that organizations and their
customers both benefit from the digital relationship — which places
increasing demands on the teams that schedule campaigns and select the
customers to receive each campaign. How can they define the strategy that
will deliver maximum value for both the organization and its customers?
The answer is to use a mathematical optimization process. Instead of
manually searching for a schedule that delivers suitable results, the
organization just defines the outcomes it wants, and the optimization
process uses a batch of customer data to calculate the best possible
schedule. This creates a platform to further enhance the quality of
the process.

Enriching the customer data and applying analytical techniques
to define the relevance of each possible communication to each
customer allows the organization to schedule the most relevant
communications to the entire customer base.
The results: Better engagement between the organization and its
customers and stronger business performance.
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Managing contact frequency
in digital direct marketing

As a result, many organizations
are no longer thinking about sending
one direct-mail communication per
month; they’re thinking about how
many digital communications to
send per week.

Deciding how much contact to have with customers
has long been a challenge for direct marketers. In
some market sectors, the question used to be how
many letters to send per quarter or even per year.
With the development of email as a channel, the cost
of communications has dropped, relaxing one of the
restrictions on contact frequency. More recently, the
addition of SMS and other digital channels such as
social media and online advertising, like programmatic
advertising, has opened up further opportunities to
deliver a high-frequency, multichannel customer
communication strategy.

Establishing appropriate
contact rules
Many research projects, both published and
unpublished, have shown that there are relationships
between contact frequency and various measures
of direct-marketing success, including open rate,
conversion rate and opt-out rate. The reduced
cost of a high-frequency customer communication
strategy increases the importance of understanding
and managing the potential risks to ensure that
customers are communicated with on their own
terms, with channel and frequency choices being
closely managed.

This presents the possibility that direct marketing
can make a bigger contribution to the process of
increasing customer value. It also offers a threat
that customers could be overcontacted, and that
competitors could jeopardize the organization’s
relationship with its customers with their own
direct-marketing programs.
While attributing sales to digital channels may not
be an exact science, these arguments are persuasive
enough to ensure that higher contact frequencies
are almost inevitable across a range of market
sectors and must be managed intelligently.

Many organizations implement contact rules to
manage the number of communications they send to
each customer in a given time period. As the adoption
of digital channels increases, these rules can become
more complex, starting with a combination of
customer- and channel-level restrictions.

The channels and frequencies may vary, but the structure
is common across many organizations.

Customer Daily
Contact Plan

Customer Weekly
Contact Plan

Customer Monthly
Contact Plan

Monday

Mon.

Tue.

November

Thur.

Fri.

Wed.

No more than 1 contact
per customer, per day.

No more than 5 email
contacts per customer,
per week.
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No more than 3 SMS
contacts per customer,
per month.

In addition to rules related to the channel, there
are often other dimensions of the direct-marketing
strategy that are controlled — for example, product
or product category constraints. For retailers, these
may be categories such as clothing, electronics or
music. For telecommunications providers, they may
be handsets, top-ups or contracts. Each market
sector has its own version, some more challenging
than others, but the potential suite of contact
rules now overlap, and the complexity can grow
exponentially as new rules are added. And that’s not
the end of the story, because it’s not uncommon for
some sort of customer segmentation to exist within
the organization — whether it’s a value segmentation,
a behavioral segmentation, a geodemographic
segmentation or something else.

constraints that limit the maximum campaign
volumes — but there’s good reason for constraints
on the minimum volumes as well.
Any drop between planned and executed volumes
is likely to result in lower-than-planned results and
missed targets, which can create tension between
the functions developing the campaigns and the
function responsible for executing them.

It is possible to collect debt and
improve the customer relationship.
Learn how in our new paper.
Read now

If the segmentation is used to manage customer
interaction, some of the contact rules could be
different for different segments.

The challenge for
contact management

Whatever approach is adopted,
managing these contact rules is
a highly complex problem, and the
organization needs some way of
moderating the frequency of directmarketing communications to avoid
customer overcommunication.

The result is that many organizations find themselves
with an unprecedented opportunity to have a highfrequency contact strategy, restricted by a set of
rules to ensure the strategy doesn’t become an
uncontrolled torrent. Equally, the restrictions mean
that campaigns, products and business areas can be
competing with each other for the opportunity to talk
to customers.

Volume constraints
In many cases, there is a restriction on the number
of contacts that can be executed through each
channel. This may be a question of budget for the
more expensive channels, such as interactive voice
response. With other channels, it may be a technical
or contractual limitation.

The organization must find ways to deal with this
competition that satisfies both:
1. T
 he organization’s need to maximize the value
of its customer portfolio.
2. The objectives of each of the stakeholders within
the organization.

A large mobile telecommunications provider may
have an SMS capacity of billions per day, but it could
set a limit for the direct-marketing teams of a few
hundred thousand contacts per day, to support
capacity planning in contact centers. Another source
of restrictions is the direct marketing function itself.

It may be manageable when there is a small
campaign volume spread over a large contactable
customer base, but the contact scheduling challenge
becomes more complex when the number of contacts
requested by direct-marketing teams approaches
the limit of what is possible within the agreed
contact rules.

If a campaign is to be executed via a channel that
incurs variable costs, there are likely to be budget
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It wouldn’t be unusual for an organization to
schedule each campaign at the point of request,
with the earliest requests taking priority. But if
the target lists of two campaigns overlap and
result in a broken contact rule, the second campaign
will suffer reduced volume as the contact rule is
enforced. The second campaign could be rescheduled
later to avoid the impact of the contact rule. If the
organization increases the amount of campaigns
it is executing, there will come a point where the
schedule is virtually impossible to manage without
lots of postponed campaigns, poor selection volumes
or broken contact rules. And it becomes more difficult
to ensure that communications are delivered on
the customers’ terms — at the right time, on the
relevant topic and via the preferred channel.
One approach to this challenge is to create batches
of campaigns to be scheduled across the coming
week. This requires all campaigns to be submitted
by a specified date so the team tasked with
executing the campaign selections can design a
schedule. The team’s objective is to schedule the
maximum proportion of the requested campaign
selection volume, without penalizing any campaigns
just because they were the last to be submitted.

In order to discuss some of the challenges
in detail, let’s examine a simple example of a
contact management team that supports five
direct-marketing teams.
The direct-marketing teams define campaigns,
including the proposed audiences for each campaign.
They submit the campaigns once per week to
be scheduled across the following week. The
organization has just one contact rule: ensuring
that no customer receives more than one contact
every two days. It must send 2 million to 3 million
emails a day to its base of nearly 6 million customers.

A manual scheduling process can
become unsustainable if directmarketing teams apply pressure
for their campaigns to be executed
more quickly, with higher selection
volumes or in ways that breach
contact rules — which is likely in
competing areas with different
priorities and objectives. What’s
needed is a way to create the
schedule at the same time as
maximizing the satisfaction of
the internal stakeholders.

The scheduling process is manual and iterative. It
requires an analyst to look for ways of scheduling
campaigns that minimize the “suppression effect”
of the contact rules. Large campaigns with
significantly overlapping audiences should be
scheduled at least two days apart. Small campaigns
should be scheduled alongside larger campaigns
that have different audiences.
In this case, most of the large campaigns share
significant numbers of selected customers, so
they need to be scheduled two days apart from
each other. Scheduling the rest of the campaigns
becomes increasingly difficult, and whoever is
allocated the task starts to think mostly about
how to get it finished rather than how to maximize
the quality of the schedule.
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In theory, the scheduling would be easier if the
large campaigns were divided into batches to be
released on different days, particularly if customers
are allocated to batches in a way that helps the
scheduling challenge. For example: We want to run
campaign A split into two batches, to be scheduled
across days 1 and 2, followed by campaign B
scheduled on day 3. When we split campaign A,
we’d ideally like all the customers included in both
campaigns to be in the same batch. We can schedule
that batch on day 1 so the contact is separated from
campaign B and there’s no impact when we apply
the contact rules.

3. How much longer will the process take with
many more batches to schedule?
Creating batches manually just makes the scheduling
problem more complex, with more potential options
to investigate.
The next step is to share the plan with the directmarketing teams and explain that one or more
of the campaigns have very low selection volumes
compared with the requested audience. This can
be challenging, because we already know that the
schedule is suboptimal — those campaigns just
didn’t fit anywhere very well. The stakeholders
responsible for them are likely to be unhappy, but
it’s already taken a significant amount of effort to
get to this stage, so it’s important to move on to
executing the campaigns.

Unfortunately, this just leaves us with a list of
other questions:
1. How big should the batches be?
2. What are the most important criteria to help assign
customers to one batch rather than another?

Overcoming this challenge requires direct marketing teams instead of 4, one of
which is ‘central contact management’. They are responsible for overseeing and
planning all campaign activity and communications.

Contact lists from direct
marketing team 1

Central Contact
Management

Contact lists from direct
marketing team 3

Contact lists from direct
marketing team 2

Contact lists from direct
marketing team 4
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What does the organization
need to solve the scheduling
problem effectively?

How can we use optimization
to solve this problem?
The optimization exercise is part of a cycle of
continuous improvement:

If the aim is to be scientific about this problem and
arrive at the best possible solution, it can be framed
mathematically, by means of:

1. Define the optimization exercise — Objectives,
scope and parameters.

• A
 method of proposing a schedule that maximizes
the proportion of the contact list that is executed.

2. Optimize the decision strategy — Set the schedule
for the campaigns to be executed.

• A
 way of ensuring the schedule meets the
contact rules.

3. Deploy the strategy — Execute the campaigns.
4. M
 aintain the strategy — Review, adjust and refresh
the strategy.

• A
 process of analyzing and tuning the schedule
to make sure the appropriate decisions are
being made about each campaign, based on its
importance or priority.

Defining the optimization exercise
Optimization is a way to make choices that satisfy
constraints or conditions. There are several elements
to the optimization framework:

The objective is to maximize the number of customers
selected. One constraint is the limitation on the
frequency of contact with each individual customer.
Another set of constraints ensures that each
campaign has at least as many customers selected
as it would have in the manually designed strategy.

1. What are the choices that can be made?
The choice is whether or not to select a customer
for a campaign.
For example, there are five campaigns, and seven
days of activity planned. Each campaign is allowed
to run on each day to give the flexibility to make the
schedule optimal.

Once the problem has been framed mathematically,
we need to find a solution and understand it, and
we need the ability to adjust the way the problem
has been framed, so it addresses all the issues that
determine whether it’s appropriate for the real world.
This mathematical approach is called optimization.

For each customer, 35 choices are needed about
whether to select them for a campaign or not.
That may sound relatively straightforward, but
there are actually more than 34 billion different
campaign schedules just for one customer. When
making 35 choices for 6 million customers, the
number of possible schedules is so large that
it’s hard to think of a physical comparison.

One feature of the optimization approach: It works
in reverse order to a manual planning process. In the
manual process, a schedule is created and checked
to make sure it complies with the constraints, and
then results are estimated. If the estimated results
are unsatisfactory, a new schedule can be created
and the new results estimated.This consumes time
and resources, and the quality of the schedule is
never really known — How close is it to the best
schedule that could possibly have been designed?

The number of stars in the universe
doesn’t come close. The number
of grains of sand on earth is tiny
in comparison. So we need a pretty
smart way of making these choices.


Op•ti•mi•za•tion takes the constraints and the
outcome being used to measure the quality
of the schedule and calculates the optimal
schedule. This saves time and generates value.

This type of problem might have a vast number
of possible solutions, but many of them are
not acceptable.
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To be acceptable, the schedule must satisfy
all constraints:

The drawback of having many possible solutions
is that it presents us with a different issue.

• T
 he customer must be in a selected contact
list for the campaign.

The solution generated by optimization may have
been optimal given our initial goal function and
constraints, but now that we know there are probably
many solutions, it may be necessary to find out
whether this one is the best. In our example, a
solution that selects all the relevant customers of
one campaign, but only the minimum acceptable
number of customers from another campaign,
may be biased and may not be the best solution
for the internal stakeholders.

• T
 hey can’t be selected more than once in any
two days.
• T
 he number of customers selected for each
campaign must satisfy the direct-marketing teams.
Any strategy that satisfies all these constraints
is acceptable, but it isn’t necessarily the highest
quality solution; it isn’t optimal.
2. How is the quality of a set of choices measured?
The team responsible for selecting customers for
campaigns is being asked to execute a set of target
lists. The number of contacts they lose by applying
the contact rules and scheduling the campaigns
is a measure of the failings in the process, so
the objective is to execute the highest possible
proportion of the requested campaign contacts.
This is called the “goal function.”

Being able to test multiple scenarios
and assess their quality can be an
important part of any optimization
exercise.
Deploying the strategy
An optimized strategy has potential value. To realize
that value, we need to connect the optimization step
with the campaign execution process. A unique
customer identifier is the typical approach. This
should take the form of an input into the optimization
process to identify which customers were in each
of the campaign contact lists. It should also be an
output from the optimization process to identify the
allocation of customers to campaigns and specify
the days on which the campaigns should be executed.

3. W
 hat data is needed? Optimization is a process
that’s typically data-hungry, but in case, the
requirements are relatively simple: We need data
for customers who are in each campaign audience
list and customers who are going to be contacted
on the day before the period we’re planning.

Optimizing the decision strategy
Any optimization problem is highly unlikely to have a
single solution. It’s much more likely that there will
be many solutions, or possibly none. A problem with
not having any solutions is the risk of suffering from
conflicting constraints. In this case, it means that
the contact rules are too tight to allow the minimum
requested number of customers to be selected for
the campaigns. Therefore, it may be necessary to
test variations of the problem with different contact
rules or different minimum contact volumes. These
variations, or scenarios, will help us to understand
the conflicts in the problem parameters and reach
a compromised solution.

This assumes that optimization is a batch process,
either manually executed or automatically called
by a scheduling service.
Alternatively, it’s possible to deploy optimized
strategies in other ways, by creating business
rules that describe which customers should receive
which campaigns, for example. This allows the rules
to be uploaded into another process that controls
the execution of the campaigns.

7

Maintaining the strategy

There are many measures of relevance associated
with digital marketing, such as open rate, clickthrough rate and conversion rate, to name a few. It’s
important that whatever is chosen is correlated with
relevance, or a campaign schedule could be designed
that is less relevant than one designed to maximize
campaign volumes. Ideally, this would be a measure
that represents the overall effect of the campaign,
such as the probability of making a sale. Since the
optimization process is dealing with customer-level
data, there is an opportunity to use a customer-level
measure of relevance.

In our example, the optimization process schedules
a week of campaigns. Each week, the process would
need to be repeated to schedule the following week
of campaigns. There are many other options for
governing campaign scheduling. Cycles between
one day and several months may be appropriate for
different organizations. Also, a planned schedule may
need to change if an urgent business requirement
takes precedence. If that happens, the ability to easily
re-optimize or deploy a contingency process that
allows the urgent requirement to be handled before
resuming the optimization process is important.

Enhancing the
optimization process

Getting this right can be the difference
between an incremental improvement
in the quality of the schedule and a
dramatic improvement.

So far, we’ve discussed the campaign scheduling
process as an exercise in maximizing the
organization’s objectives — to execute the requested
campaigns as effectively as possible. Taking a step
back, organizations conduct direct marketing to
create or support valuable relationships with their
customers. Ensuring that they execute marketing
contacts is just the starting point for maximizing
customer value. In fact, if the messages organizations
send aren’t interesting to the customers, the response
they receive will be negative — for example, little or
no sales and significant proportions of customers
opting out of future communications.

Each campaign is very likely to be highly relevant
to a small proportion of customers and much less
relevant to the rest.
If volumes need to reduce to meet contact rules,
we can ensure that the least relevant contacts
are the most likely to be removed.

Making campaigns as relevant to
customers as possible is at least as
important as making sure they’re
being executed.
Optimization can help to maximize the number of
sales the campaign schedule will generate. The
data used can be enhanced to include a measure
of relevance, and instead of maximizing the number
of contacts executed, it can maximize how relevant
they are.
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Value

When communicating offers to customers,
relevance should take priority over value.

Relevance

Finally, we should take one further step back. Selling
to customers is an excellent way of maximizing the
value of the relationship, but the commercial results
of those sales should be considered. If there are two
items to offer, one low-value and one high-value, they
are currently treating them as equals. If a customer
is perceived as slightly more interested in the lowvalue item, that’s the most relevant and preferable to
offer. There is an option to add a new goal or goals to
the optimization process to estimate and maximize
the commercial outcomes of the schedule, including
revenue, margin and any others the organization
uses to measure its success.

If the customer profile can be
identified, you can ensure that the
customers approached are the
most appropriate — those who will
have an interest in what’s being
communicated.
Customers help to identify where they sit in terms
of individual profiles every time a campaign is
sent to them. By measuring the campaign carefully,
data that helps to analyze which customers are
interested in which offers can be collated and
developed continuously.

There’s no single correct way
to optimize contact scheduling,
but each step in the optimization
process can add significant value
by improving the results of digital
direct marketing for both the
organization and its customers.

We can enhance this data in a variety of ways,
including from public and proprietary third-party
sources. A combination of these data items can
be used to estimate how relevant each campaign
is to each customer.
This will allow profiles and campaign segmentation
to be more accurate.
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